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Presentation
This study guide presents a brief introduction of the most relevant objectives and contents of the "Physical design of databases" unit for guidance in its study.
Objectives
1. Know the physical structure that the database uses to store non-volatile data.

2. Know the functionality and structure of the virtual level and the physical level.

3. Learn to make the physical design of the database from the logical design, adapted to the characteristics of a specific DBMS.

4. Define the necessary and convenient indexes in each table, so that applications perform well when accessing the database.

5. Know the different access methods that are needed to query and update the data stored in the database.

6. Understand the usefulness of indexes for the implementation of access by value.

7. Know the most common types of indexes.
In short, the study of this unit will allow the student to develop the following skills: 1) know the physical structure used by the database to store data in a non-volatile way, 2) be able to make the physical design of the database from the logical design, adapted to the characteristics of a specific DBMS and 3) know how to define the necessary and convenient indexes in each table so that applications have a good performance when accessing the database.
Contents
This unit is structured in four parts. The first part deals with the most important physical design elements and storage components of a database. The second part is an introduction to tablespaces, which forms the virtual level between the physical and the logical levels. Next, the third section explains the most common types of indexes: B+, hashing tables and bitmaps. It also reflects about some considerations to bear in mind when creating indexes, and the benefits of using synthetic keys. Finally, the fourth part of the unit explains the process of transforming the relational logical model into the physical model.
Most important concepts
The first part of this teaching unit introduces the components used by DBMSs for storing the data they manage. Note that there are two levels, physical and virtual. The first one is used by DBMSs to store data on non-volatile devices, usually magnetic disks, while the second one is the virtual level, which varies depending on the chosen DBMS, and simplifies the view of stored data.

The second and third parts of this unit show the access methods needed to make different types of queries and updates to the database. These are direct and sequential access methods by position, direct and sequential access by value, and finally access by several values, which can be direct, sequential, or mixed. Note that the implementation of the access by position is based, almost entirely, on the services provided by the operating system and that, on the other hand, an efficient implementation of the access by one or more values is more complex and requires that the DBMS has its own specialised structures.
Some of the indexes that can be implemented to access data by one or more values are described: B+ tree-type indexes, hashing tables and bitmaps. It also shows the impact that these structures can have on the number of I/O operations needed to implement data access.
In the fourth part of this unit, we will look at how to implement the physical design of the database.

In conclusion, the knowledge obtained with the study of this unit will be very useful in the implementation of the database.
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